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ABSTRACT
In this paper we address the problem of detecting 3D interest points (IPs) using local surface characteristics. We contribute to this field by introducing a novel approach for detection of 3D IPs directly on a surface mesh without any requirements of additional image/video information. The proposed
Difference-of-Normals (DoN) 3D IP detector operates on the
surface mesh, and evaluates the surface structure (curvature)
locally (per vertex) in the mesh data. We present an example of application in action recognition from a sequence of
3-dimensional geometrical data, where local 3D motion descriptors, Histogram of Optical 3D Flow (HOF3D), are extracted from estimated 3D optical flow in the neighborhood
of each IP and made view-invariant. Experiments on the publicly available i3DPost dataset show promising results.
Index Terms— 3D interest points, local surface properties, action recognition, local motion description, mesh data
1. INTRODUCTION
Detection of interest points has been a very popular approach
within computer vision for various applications, e.g., feature
extraction, landmark detection for robot navigation, object
and action recognition. The most well-known interest point
detectors are the Harris detector [1] and the Scale Invariant
Feature Transform (SIFT) [2]. The Harris corner detector, detects corner-like structures in an image using gradient information, while SIFT locate salient key points in a scale space
for local scale invariant feature extraction.
Laptev and Lindeberg first proposed IP detection for action recognition [3], by introducing a space-time extension
of the popular Harris detector [1]. They detect regions having high intensity variation in both space and time as spatiotemporal corners. It usually suffers from a sparse number
of IPs. Later other methods for detecting IPs have been reported. Dollar et al. [4] improved the sparse IP detector by
applying temporal Gabor filters and select regions of high
responses. Dense and scale-invariant spatio-temporal interest points were proposed by Willems et al. [5], as a spatioThe research leading to these results has received funding from The Danish National Advanced Technology Foundation under the research project
“The Virtual Dressing Room”.
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temporal extension of the Hessian saliency measure, previously applied for object detection. Instead of applying local information for IP detection Wong et al. [6] propose a
global information-based approach. They use global structural information of moving points and select IPs according
to their probability of belonging to the relevant motion. Recently, Chakraborty et al. [7] designed a selective IP detector
for recognition of human actions, which splits up the spatial
and temporal computation in two steps. First, it incorporates
surround suppression of the output of the basic Harris corner detector [1]. Hereafter, local spatio-temporal constraints
are imposed to obtain a final set of IPs which is more robust,
while suppressing unwanted background IPs.
For describing the local image region properties in the
neighborhoods of the detected IPs, several local descriptors
have been proposed in the past few years [4, 8, 9, 10, 5]. Local feature descriptors extract shape and motion information
using image measurements, such as spatial or spatio-temporal
image gradients or optical flow. E.g., Laptev et al. [9] introduced a combined descriptor to characterize local motion
and appearance by computing Histograms of Spatial Gradients (HOG) and Optic Flow (HOF) accumulated in spacetime neighborhoods of detected interest points.
A 3D data representation is more informative than the
analysis of 2D information captured in the image plane, which
is only a projection of the actual scene. As a result, the projection of the scene will depend on the viewpoint, and not
contain full information about the objects. To overcome this
shortcoming the use of 3D data has been introduced, e.g.,
through the use of two or more cameras. [11, 12, 13]. In this
way the surface structure or a 3D volume of the person can
be reconstructed, e.g., by Shape-From-Silhouette (SFS) techniques [14], and thereby a more descriptive representation for
action recognition can be established.
Although IP detection and local motion feature descriptors have proven to be very successful for video-based 2D
action recognition, the concept has only been applied a few
times to the 3D domain of action recognition, where modelbased techniques or holistic features are still dominating. To
bridge this gap we propose the concept of 3D (x, y, z) IP detection directly in a sequence of geometrical 3D mesh data,
and local description of 3D motion features. In [15] Li et
al. propose an approach based on a bag of 3D points, ran-
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2. DETECTION OF 3D INTEREST POINTS
In this section we describe how 3D interest points are detected
using our proposed Difference-of-Normals (DoN) operator.
The DoN operator works on geometrical Mesh data, which
contains the vertices and their inter-connectivity, representing
the faces of the surface mesh. A wire-frame representation of
a surface mesh example is shown in Figure 1(a).
2.1. The Difference-of-Normals operator

(a) A mesh.

(b) Normal vectors.

Fig. 1. Example of a surface mesh and normal vectors.
domly sampled at the silhouette/contour of the human body
in depth images. However, the sampled contour points only
describe randomly extracted static information. In contrast,
IPs are detected at positions with significant and descriptive
surface properties. Holte et al. [16] propose a similar approach based on IPs detected in video frames captured from
multiple viewpoints, which are mapped to 3D reconstructed
mesh data. Obviously, this requires both image/video data
and 3D reconstruction.
1.1. Our approach and contributions
In this work we address the problem of detecting 3D interest
points using local surface characteristics, and give an example
of application in action recognition directly from a sequence
of 3-dimensional geometrical data without any requirements
of additional image/video information. The primary contribution of this work is detection of interest points directly in 3D
mesh data to extract local feature descriptors, e.g., for object
or action recognition. A secondary contribution of this work
is to stress the local model-free approach for action recognition towards 3D by detecting 3D IPs on a surface mesh. In
section 2 we propose our Difference-of-Normals (DoN) 3D
interest point detector, which operates directly on the mesh
surface, and evaluates the surface structure (curvature) locally
(per vertex) in the mesh data. Section 3 presents an example
of application in action recognition, where local 3D motion
descriptors, Histogram of Optical 3D Flow (HOF3D), are extracted from estimated 3D optical flow in the neighborhood
of each IP, which are made view-invariant by decomposing
the descriptors into spherical harmonic basis functions. From
the extracted HOF3D descriptors we build a Bag-of-Words
(BoW) vocabulary of human actions, which is classified using Support Vector Machines (SVM). We present promising
experimental results on the publicly available i3DPost dataset,
and in section 4 we give concluding remarks.
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The first step of the operator is to compute and compare the
normal vectors n per vertex v in the mesh data. Figure 1(b)
shows the normal vectors of an surface mesh. For each vertex vi a list of connected vertices v is formed, and used to
compute the Difference-of-Normals. Instead of subtracting
the normal vectors and compute the absolute difference value
knj − ni k, we use the more intuitively directional difference
of the normal vectors:
DoNi,j = arccos(nj · ni )

(1)

where ni is the normal vector of the current vertex vi being
evaluated, and nj is the normal vector of the jth connected
vertex vj .
The DoNi,j value gives a measurement of the local surface structure (curvature) at a particular vertex in the direction
of the connected
vertex. Hence, the sum of Difference-ofPN
Normals j=1 DoNi,j measures the local curvature in the
neighborhood of a vertex, which can be used to find salient
regions onP
a surface mesh (Figure 2(a) and Figure 3(a)). HowN
ever, the j=1 DoNi,j only gives a measure of the local
change in curvature, but no information about the type of curvature (e.g., line, cylinder or corner structure).
Inspired by the Harris corner detector [1], we are interested in detecting salient corner points, which are stable and
repeatable, as opposed to points on a line or cylinder, which
are poorly defined. Hence, we evaluate the local structure
based on the corner strength. A corner is defined by a perpendicular geometrical structure. Hence, we use the DoNi,j
to check for directions with a significant change in curvature
(DoNi,j > τn ). If more than one DoNi,j value satisfies this
condition, we compute the angle between a set of two vectors a and b going from the center vertex vi to the connected
vertices vj :


a·b
(2)
θa,b = arccos
kakkbk
Next, we check if the θa,b is within a certain interval to form
a corner- like structure:
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τθ > θa,b < π − τθ

∨

0 < τθ

π + τθ > θa,b < 2π − τθ ,
π
<
(3)
2
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(a)

P

DoN .

(b) DoN interest points.

(c) Suppressed DoN interest points.

(d) 3D optical flow.

Fig. 2. Visualization of intermediate results and the steps involved in the DoN interest point detection and extraction of local
motion features from 3D optical flow for a waving hand. The figures are color coded, where blue corresponds to low values and
yellow/red corresponds to high values.
If this relaxed corner condition is satisfied the vertex is
marked as a point of interest (Figure 2(b) and Figure 3(b)).
To avoid adjacent interest points and multiple interest
points in a small neighborhood, we perform non-maximum
suppression.P
For this purpose we use the sum of DifferenceN
of-Normals j=1 DoNi,j , as a term to weight the detected
salient
PN points, and only keep vertices with a maximum
j=1 DoNi,j within a volume define by radius τr (Figure 2(c) and Figure 3(c)). For our experiments on action
recognition in section 3.3 we set the parameters τn = π9 ,
τθ = π4 and τr = 30 mm, which have proven to produce
good results for this dataset with an sufficient number of
detected IPs per frame (500-1000 before suppression and
50-200 after). Figure 4 shows the results of tuning τn .
3. APPLICATION IN ACTION RECOGNITION
To evaluate the proposed 3D interest point detector, we give
an example of application in action recognition.
3.1. Extraction of local motion features
We detect motion using a 3D version of optical flow [17] to
produce velocity annotated point clouds, aka. scene flow [18]
(3D optical flow). Figure 2(d) and Figure 3(d) show examples of the resulting 3D optical flow. The estimated 3D optical flow is represented efficiently using Histogram of Optical 3D Flow (HOF3D) [16], which is made view-invariant
with respect to the vertical axis by decomposing the spherical histogram representation f (θ, φ) into a weighted sum of
spherical harmonics (HHOF3D) [16]. We set the parameters
according to the division of the HOF descriptor in [9] and the
work in [16], resulting in a 136 dimensional feature vector for
each IP.
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(a)

(b)

(c)

(d)

Fig. 3. Visualization of intermediate results and the steps involved in the DoN interest point detection and extraction of
local motion features from
P 3D optical flow for a couple of
human movements. (a) DoN , (b) DoN interest points, (c)
suppressed DoN interest points and (d) 3D optical flow. The
figures are color coded, where blue corresponds to low values
and yellow/red corresponds to high values.
3.2. Vocabulary building and classification
We apply a BoW model to learn the visual vocabularies of
the extracted HHOF3D descriptors. We create vocabularies
of 400 words size based on the experimental results presented
by Liu et al. [19].
We compute a histograms of the video-words, using the
extracted HHOF3D descriptors, and concatenate them to a final feature set for SVM learning. We design a class specific
χ-square kernel-based SVM, SVMai (k, haWi a ) [20]. Where
i

ai is the ith action class A, k is the SVM kernel and haWi a
i
is the histogram of action class ai , computed using the classspecific video-words Wai . For a test set aT est we classify its
action class:
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i∗aT est = argmaxi SVMai (k, haWTaest ), ∀ ai ∈ A
i

(4)
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Fig. 4. Visualization of parameter selection (τn ) for the DoN interest point detector (before non-maximum suppression). The
figures are color coded, where blue corresponds to low values and yellow/red corresponds to high values.

Walk 0.9 0.0 0.1 0.0 0.0 0.0 0.0 0.0 0.0 0.0
Run 0.0 0.95 0.05 0.0 0.0 0.0 0.0 0.0 0.0 0.0
Jump 0.1 0.1 0.8 0.0 0.0 0.0 0.0 0.0 0.0 0.0
Bend 0.0 0.0 0.0 1.0 0.0 0.0 0.0 0.0 0.0 0.0
Hand-wave 0.0 0.0 0.0 0.0 1.0 0.0 0.0 0.0 0.0 0.0
Jump in place 0.0 0.0 0.0 0.0 0.0 1.0 0.0 0.0 0.0 0.0
Sit-stand up 0.0 0.0 0.0 0.0 0.0 0.0 1.0 0.0 0.0 0.0
Run-fall 0.1 0.25 0.05 0.0 0.0 0.0 0.0 0.6 0.0 0.0
Walk-sit 0.0 0.1 0.0 0.0 0.0 0.0 0.0 0.0 0.9 0.0
Run-jump-walk 0.1 0.1 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.8
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We obtain a overall recognition rate of 89.50% for the 10
actions. This is significantly higher than the global approach
proposed in [17] (78.75%) but slightly lower than the results
reported in [16] (92.50%), when using the same HHOF3D
features. However, in contrast to this work, the approach
proposed by Holte et al. [16] requires both image/video and
3D mesh data, and further enhance the performance of the
classification using spatial pyramids and vocabulary compression, which has shown to be capable of boosting the performance [7]. The confusion matrix for this experiment is shown
in Figure 5. As can be seen, the main errors occur due to confusion between single actions (walk and run) and combined
actions, which involve the same single actions (run-fall, walksit and run-jump-walk). In some of the tested data sequences
the walk and run part of the combined actions are dominating
in comparison to the fall, sit and jump part of the total data sequence. Furthermore, there is a smaller amount of confusion
between some single actions (jump, walk and run).

Fig. 5. The confusion matrix for the 10 actions.

4. CONCLUSION

3.3. Experimental results
We evaluate our approach using the publicly available dataset:
i3DPost Multi-View Human Action Dataset [12]. The i3DPost
dataset consists of 8 actors performing 10 different actions,
where 6 are single actions: walk, run, jump, bend, hand-wave
and jump-in-place, and 4 are combined actions: sit-standup, run-fall, walk-sit and run-jump-walk. The subjects have
different body sizes, clothing and are of different sex and
nationalities. For our experiment we use the full action set
of 10 actions (single and combined). The dataset is divided
by subject into 50% training, 20% validation and 30% testing partitions. The final training of the SVMs uses both the
training and validation sets. All the recognition rates are
computed by 20-fold cross validation of these sets.

978-1-4799-5751-4/14/$31.00 ©2014 IEEE

In this paper we have proposed and approach for detecting 3D
interest points using local surface characteristics, and given an
example of application in action recognition directly from a
sequence of 3-dimensional geometrical data without any requirements of additional image/video information. The primary contribution of this work is the introduction of a novel
3D IP detector, which applies the proposed DoN operator locally on a surface mesh. A secondary contribution is the proposal of a local model-free approach for 3D action recognition by detecting 3D IPs directly on a surface mesh and local
view-invariant description of 3D motion features from 3D optical flow using HHOF3D feature descriptors. We have shown
promising action recognition results for the i3DPost Dataset,
with average recognition accuracy of 89.50% using all 10 single and combined actions. Where the recognition of the combined actions is a challenging task.
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